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The Problem

Al/ML in oncology is fragmented, slowing discovery
and limiting how quickly innovations reach patients

The Solution

=>A shared consortium approach to Al/ML
evelopment, documentation, and dissemination

—>Address barriers with open-source software,
training resources, and community support

->Make Al/ML easier to use, well-documented, and
connected to programming languages people use

The Plan

Unite a team of operational leaders, clinical
investigators, and education experts for a pilot

Iteratively refine scorcher based on feedback and
an institutional needs assessment

Scale its impact by developing a workshop, short
course, and online community

—>Empower researchers to integrate into their work

->Establish infrastructure and culture needed to
drive innovation in precision oncology
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Scorcher
models

focusing on what
not how

Plain Language:

Load the data
add layers

complle the model
fit the model

develop

Scorcher:

then scorch dataloader

then scorch layer

then complle scorch

fit scorch

Please Scan to

Learn More »>

An Example Task

Generate a dinosaur image from noise
example of

a diffusion model

Python

Scorcher

import argparse
import os

import torch

from torch import nn

from torch.nn import functional as F
from torch.utils.data import DataLoader
from tqgdm.auto import tqgdm

import matplotlib.pyplot as plt
import numpy as np

import datasets
from positional _e i import P

library(datasauRus)
library(torch)
library(scorcher)

input <- output <- torch_tensor(dino_data, dtype = torch_float())
dl <-scorch_create_dataloader(input, output, batch_size = 32)

scorch_model <- dI [>
initiate_scorch() |>
scorch_layer(linear, 128 * 3, 128) |>
scorch_layer(gelu) >
scorch_layer(c(linear, gelu), 128, 128, use_residual =

class Block(nn.Module):

def _init__(self, size: int):
super().__init_()
self.ff = nn.Linear(size, size)
self.act = nn.GELU()

def forward(self, x: torch.Tensor):
return x + self.act(self.ff(x))

class MLP(nn.Module):

def __init__(self, hidden_size: int = 128, hidden_layers: int = 3, emb_size: int = 128,
time_emb: str = "sinusoidal”, input_emb: str = "si :
super().__init__()

self.time_mip = PositionalEmbedding(emb_size, time_emb)
self.input_mlp1 = PositionalEmbedding(emb_size, input_emb, scale=25.0)
self.input_mlp2 = PositionalEmbedding(emb_size, input_emb, scale=25.0)

concat_size = len(self.time_mlp.layer) +\
len(self.input_mlp1.layer) + len(self.input_mip2.layer)

layers = [nn.Linear(concat_size, hidden_size), nn.GELU()]

for _in range(hidden_layers):
layers.append(Block(hidden_size))

layers.append(nn.Linear(hidden_size, 2))

self joint_mlp = nn.Sequential(*layers)

def forward(self, x, t):
x1_emb = self.input_mlp1(x[:, 0])
x2_emb = self.input_mlp2(x[:, 1])
t_emb = self.time_mlp(t)
x = torch.cat((x1_emb, x2_emb, t_emb), dim=-1)
x = self joint_mlp(x)
return x

class NoiseScheduler():
def _init__(self,
num_timesteps=1000,
beta_start=0.0001,
beta_end=0.02,
beta_schedule="linear"):

self.num_timesteps = num_timesteps
if beta_schedule == "linear":
self.betas = torch.linspace(
beta_start, beta_end, num_timesteps, dtype=torch.float32)
elif beta_schedule ‘quadratic":
self.betas = torch.linspace(
beta_start ** 0.5, beta_end ** 0.5, num_timesteps, dtype=torch.float32) ** 2

self.alphas = 1.0 - self.betas

self.alphas_cumprod = torch.cumprod(self.alphas, axis=0)

self.alphas_cumprod_prev = F.pad(
self.alphas_cumprod[:-1], (1, 0), value=1.)

# required for self.add_noise
self.sqrt_alphas_cumprod = self.alphas_cumprod ** 0.5
self.sqrt_one_minus_alphas_cumprod = (1 - self.alphas_cumprod) ** 0.5

# required for reconstruct_x0
self.sqrt_inv_alphas_cumprod = torch.sqrt(1 / self.alphas_cumprod)
self.sqrt_inv_alphas_cumprod_minus_one = torch.sqrt(

1/ self.alphas_cumprod - 1)

# required for q_posterior
self.posterior_mean_coef1 = self.betas * torch.sqrt(self.alphas_cumprod_prev) / (1. - self.alphas_cumprod)
self.posterior_mean_coef2 = (1. - self.alphas_cumprod_prev) * torch.sqrt(self.alphas) / (1. - self.alphas_cumprod)

def reconstruct_x0(self, x_t, t, noise):
s1 = self.sqrt_inv_alphas_cumprod[t]
s2 = self.sqrt_inv_alphas_cumprod_minus_one[t]
s1=s1.reshape(-1, 1)
s2 = s2.reshape(-1, 1)
return s1* x_t - s2 * noise

def q_posterior(self, x_0, x_t, t):
s1 = self.posterior_mean_coef1[t]
s2 = self.posterior_mean_coef2[t]
s1 = s1.reshape(-1, 1)
s2 = s2.reshape(-1, 1)
mu=s1*x 0+s2*x_t
return mu

def get_variance(self, t):
ift==0:
return 0

variance = self.betaslt] * (1. - self.alphas_cumprod_prev{t]) / (1. - self.alphas_cumprod][t])
variance = variance.clip(1e-20)
return variance

def step(self, model_output, timestep, sample):
t = timestep
pred_original_sample = self.reconstruct_x0(sample, t, model_output)
pred_prev_sample = self.q_posterior(pred_original_sample, sample, t)

variance = 0

ift>0:
noise = torch.randn_like(model_output)
variance = (self.get_variance(t) ** 0.5) * noise

pred_prev_sample = pred_prev_sample + variance
return pred_prev_sample

def add_noise(self, x_start, x_noise, timesteps):
s1 = self.sqrt_alphas_cumprod|timesteps]
s2 = self.sqrt_one_minus_alphas_cumprod|timesteps]

s1=s1.reshape(-1, 1)

s2 = s2.reshape(-1, 1)

return s1* x_start + s2 * x_noise
def __len__(self):

return self.num_timesteps

scorch_layer(linear, 128, 2)

compiled_scorch_model <- scorch_model |>
compile_scorch(init_fn = scorch_2d_diffusion_init,
forward_fn = scorch_2d_diffusion_forward, scale = 25)

noise_scheduler <- NoiseScheduler$new(
num_timesteps = 50L,
beta_schedule = "linear")

fitted_scorch_model <- compiled_scorch_model >
fit_scorch(loss = nn_mse_loss, optim = optim_adamw, num_epochs = 50,
verbose = F, preprocess_fn = scorch_2d_diffusion_train,
clip_grad = "norm", clip_params = list(max_norm = 1),
noise_scheduler = noise_scheduler)

fitted_scorch_model$eval()
sample <- torch_randn(1000L, 2)
i <-rev(seq_| i

for (t in timesteps) {
t_tensor <- torch_tensor(rep(t, 1000L), dtype = torch_long())
with_no_grad({residual <- fitted_scorch_model(sample, t_tensor)})
sample <- noise_scheduler$step(residual, t, sample)

frame <- as_array(sample)

PR R R R A I I
.

Scorcher
reproduces
Python’s
model with
roughly

5% less

if __name__ '_main__"
parser = argparse.ArgumentParser()
parser.add_argument("--experiment_name", type=str, default="base")
parser.add_argument("--dataset", type=str, default="dino", choices=["circle", "dino", "line", "moons"])
parser.add_argument("--train_batch_size", type=int, default=32)

(

parser.add_argument("--eval_batch_size", type=int, default=1000)
parser.add_argument("--num_epochs", type=int, default=200)
parser.add_argument("--learning_rate", ty| oat, default=1e-3)
parser.add_argument("--num_timesteps", type=int, default=50)
parser.add_argument("--beta_schedule”, type=str, default="linear", choices=["linear", "quadratic"])
parser.add_argument("--embedding_size", type=int, default=128)

idden_size", type=int, default=128)

idden_layers", type=int, default=3)
parser.add_argument("--time_embedding", type=str, defaul inusoidal”, choices=["sinusoid:
parser.add_argument put_embedding", type=str, defal 'sinusoidal”, choices=["sinusoidal",
parser.add_argument("--save_images_step", type=int, default=1)

config = parser.parse_args()

learnable”, "linear", "zero"])
"learnable”, "linear", "identity"])

dataset = datasets.get_dataset(config.dataset)
dataloader = Dataloader(
dataset, batch_size=config.train_batch_size, shuffle=True, drop_last=True)

model = MLP(
hidden_size=config.hidden_size,
hidden_layers=config.hidden_layers,
emb_size=config.embedding_size,
time_emb=config.time_embedding,
input_emb=config.input_embedding)

noise_scheduler = NoiseScheduler(
num_timesteps=config.num_timesteps,
beta_schedule=config.beta_schedule)

optimizer = torch.optim.AdamW(
model.parameters(),
Ir=config.learning_rate,

)
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Dependencies

J

global_step = 0
frames =[]
losses =[]
print("Training model...")
for epoch in range(config.num_epochs):
model.train()
progress_bar = tqdm(total=len(dataloader))
progress_bar.set_description(f"Epoch {epoch}")
for step, batch in enumerate(dataloader):
batch = batch[0]
noise = torch.randn(batch.shape)
timesteps = torch.randint(
0, noise_scheduler.num_timesteps, (batch.shape[0],)
)long()

noisy = noise_scheduler.add_noise(batch, noise, timesteps)
noise_pred = model(noisy, timesteps)

loss = F.mse_loss(noise_pred, noise)

loss.backward()

nn.utils.clip_grad_norm_(model.parameters(), 1.0)
optimizer.step()
optimizer.zero_grad()

progress_bar.update(1)
logs = {"loss": loss.detach().item(), "step™: global_step}
losses.append(loss.detach().item())
progress_bar.set_postfix(**logs)
global_step += 1

progress_bar.close()

Architecture

if epoch % config.save_images_step == 0 or epoch == config.num_epochs - 1:
# generate data with the model to later visualize the learning process
model.eval()
sample = torch.randn(config.eval_batch_size, 2)

i = li i M1

for i, t in enumerate(tgdm(timesteps)):
t = torch.from_numpy(np.repeat(t, config.eval_batch_size)).long()
with torch.no_grad():
residual = model(sample, t)
sample = noise_scheduler.step(residual, t[0], sample)
frames.append(sample.numpy())

print("Saving model...")

outdir = f"exps/{config.experiment_name}"
os.makedirs(outdir, exist_ok=True)

torch tate_dict(), f"{outdir pth")

print("Saving images...")

imgdir = f'{outdir}/images"
os.makedirs(imgdir, exist_ok=True)
frames = np.stack(frames)
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